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TexBench’s LLM Core

Domain Specific Language Tectonic vocabulary System rules

user intent DSL cmds

add or edit operation
set_operation_field

add new phase or group 
append_group

8 commands, 30 grammar rules

allowed operations

required properties  
per operation 

inserts:  
    (op_count, key, value)

point_queries:  
              (op_count, key) 14 rules

acceptable 
format

What to 
respond?

DSL cmds

assumption 
if any?

KB to 1024 
K to 1000
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workload that starts with 
an insert-heavy phase…

{ 
   “prompt”: “Generate a two-phase … 
                      System rules … 
                      DSL grammar…”, 
   “schema_hint”: “config schema”, 
   “current_json”: “JSON”, 
}

{ 
 “sections”:[{ 
  “groups”:[{ 
   Phase 1: write-heavy 
   “inserts”:{95%}, 
   “point_queries”:{5%} 
  }, 
  { 
   Phase 2: read-heavy 
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   “point_queries”:{98%} 
   }] 
}]}

JSON
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Domain Specific Language

Tectonic vocabulary

System rules

Generate a two-phase 
workload that starts with 
an insert-heavy phase…

{ 
   “prompt”: “Generate a two-phase … 
                      System rules … 
                      DSL grammar…”, 
   “schema_hint”: “config schema”, 
   “current_json”: “JSON”, 
}

{

   “command”: “set_operation_fields”,

   “operation”: “inserts”,

   “fields”: [{

           “fields”: “op_count”,

           “number_value”: “1000000”,

    }],

}

{ 
 “sections”:[{ 
  “groups”:[{ 
   Phase 1: write-heavy 
   “inserts”:{95%}, 
   “point_queries”:{5%} 
  }, 
  { 
   Phase 2: read-heavy 
   “updates”:{2%}, 
   “point_queries”:{98%} 
   }] 
}]}

JSON
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TexBench’s LLM Prompt_

Domain Specific Language

Tectonic vocabulary

System rules

Generate a two-phase 
workload that starts with 
an insert-heavy phase…

{ 
   “prompt”: “Generate a two-phase … 
                      System rules … 
                      DSL grammar…”, 
   “schema_hint”: “config schema”, 
   “current_json”: “JSON”, 
}

{

   “command”: “set_operation_fields”,

   “operation”: “inserts”,

   “fields”: [{

           “fields”: “op_count”,

           “number_value”: “1000000”,

    }],

}

DSL Parser
{ 
 “sections”:[{ 
  “groups”:[{ 
   Phase 1: write-heavy 
   “inserts”:{95%}, 
   “point_queries”:{5%} 
  }, 
  { 
   Phase 2: read-heavy 
   “updates”:{2%}, 
   “point_queries”:{98%} 
   }] 
}]}

JSON

initially empty
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simple
Generate an insert-only workload  
with 100K operations.
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Generate a workload with 800K inserts and 200K point 
queries, totaling 1M operations.

phased

Create a two-phase workload: first, insert 1M keys, then 
run 500K point queries on those keys. The two phases must 
be separate groups so that phase 2 reads keys written in 
phase 1.

complex

Create a production-like two-phase workload: phase 1 
inserts 2M records with 64-byte keys and 256-byte 
values; phase 2 runs 1.8M point queries with a Zipf 
selection distribution (n=2M, s=0.99) and 200K range 
queries with 1% selectivity, all interleaved.

Intel Xeon 
Platinum 8380 CPUs 
2.30GHz, 80 cores 
NVIDIA A100 PCIe  
GPU 40GB, 256GB  

DDR4 RAM

Llama 3.2: 3b GPT-4o
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Evaluation

raw  prompting completely fails for the 
free models like Llama 3.2

TexBench improves accuracy for paid 
models like GPT-4o

even paid models fails to emulate 
phased workload configuration with 

raw-prompting

One of the complex prompt with GPT-4o
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The Key Takeaways

Real-world workloads exhibit complex access patterns

Existing suites are incapable of mimicking modern workloads 

Lacking a framework with a simple side-by-side comparison

TexBench: a unified UI-based LLM-powered benchmarking suite that  
mimics real-world workloads and offers a side-by-side comparison
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See TexBench in Action

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

KVBench I

db_bench 3

KVBench V

YCSB F

YCSB A

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Standard Benchmarks

1 Benmark Family

Choose a family…

2 Workload Specification

3 Scale

1

OR

Describe Workload

Example: Generate an insert-heavy workload 

with 1 KB key-value size and 100K operations, 

with 80% inserts and 20% reads using a zipfian 

distribution.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

LevelDB

Scylla

MongoDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Standard Benchmarks

1 Benmark Family

Choose a family…

2 Workload Specification

3 Scale

1

OR

Describe Workload

Generate an insert-heavy workload with 1KB 

key-value size and 100K operations, with 80% 

inserts and 20% reads using zipfian distribution.

Generate Specification

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

db_bench 3

Tectonic 3

Tectonic 6

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

A Edit Specification

Valid Hide JSON

Workload Structure Add Section

Editing Section 1 / Phase 1

Section 1 Add Phase

Click a phase to edit its configuration

Inserts settings Apply defaults

Advanced expression editors ▸

Point eries settings Apply defaults

Advanced expression editors ▸

Phase 1: inserts • point queries Phase 2: updates • point queries

Character Set i

alphanumeric

Skip Key Contains Che i

Enable across sections

Operations i

Inserts i Updates i Point eries i Range eries i Merges i Point Deletes i Range Deletes i Sorted

Empty Point Deletes i Empty Point eries i

Operation Character Set

Use workload default (alphanumeric)

Op Count i

80000

Op Count i

20000

Selection Distribution i

uniform

Selection Min i

0

Selection Max i

1

{

  "character_set": "alphanumeric",

  "sections": [

    {

      "groups": [

        {

          "enable_granular_stats": true,

          "inserts": {

            "op_count": 80000,

            "key": {

              "uniform": {

                "len": 20,

                "character_set": "alphanumeric"

              }

            },

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

            }

          },

          "point_queries": {

            "op_count": 20000,

            "selection": {

              "zipf": {

                "n": 1000000,

                "s": 1.5

              }

            }

          }

        },

        {

          "enable_granular_stats": true,

          "updates": {

            "op_count": 2000,

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

e.g. Change to 80% reads and 
20% writes…

Inserts specification.

Non-empty point queries specification.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

db_bench 3

Tectonic 3

Tectonic 6

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

A Edit Specification

Valid Hide JSON

Workload Structure Add Section

Editing Section 1 / Phase 1

Section 1 Add Phase

Click a phase to edit its configuration

Inserts settings Apply defaults

Advanced expression editors ▸

Point eries settings Apply defaults

Advanced expression editors ▸

Phase 1: inserts • point queries Phase 2: updates • point queries

Character Set i

alphanumeric

Skip Key Contains Che i

Enable across sections

Operations i

Inserts i Updates i Point eries i Range eries i Merges i Point Deletes i Range Deletes i Sorted

Empty Point Deletes i Empty Point eries i

Operation Character Set

Use workload default (alphanumeric)

Op Count i

80000

Op Count i

20000

Selection Distribution i

uniform

Selection Min i

0

Selection Max i

1

{

  "character_set": "alphanumeric",

  "sections": [

    {

      "groups": [

        {

          "enable_granular_stats": true,

          "inserts": {

            "op_count": 80000,

            "key": {

              "uniform": {

                "len": 20,

                "character_set": "alphanumeric"

              }

            },

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

            }

          },

          "point_queries": {

            "op_count": 20000,

            "selection": {

              "zipf": {

                "n": 1000000,

                "s": 1.5

              }

            }

          }

        },

        {

          "enable_granular_stats": true,

          "updates": {

            "op_count": 2000,

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

e.g. Change to 80% reads and 
20% writes…

Inserts specification.

Non-empty point queries specification.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

Scylla

MongoDB

RocksDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

Add another read-heavy group

with with 20% updates and 80%

point queries, where the total

number of operations in the

phase is 10K and point queries

follow a uniform distribution.

Updated the workload by adding

2K updates and changing 8K

point queries.

Assumptions:

For updates, using uniform selection

parameters min 0, max 1 because

they were not specified.

For point queries, using uniform

selection parameters min 0, max 1

keeping the existing values because

they were not specified.

For point queries, kept the existing

mean, standard deviation, alpha, and

6 other seings because they were

not changed.

e.g. Change to 80% reads and 
20% writes…

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

Scylla

MongoDB

RocksDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

Add another read-heavy group

with with 20% updates and 80%

point queries, where the total

number of operations in the

phase is 10K and point queries

follow a uniform distribution.

Updated the workload by adding

2K updates and changing 8K

point queries.

Assumptions:

For updates, using uniform selection

parameters min 0, max 1 because

they were not specified.

For point queries, using uniform

selection parameters min 0, max 1

keeping the existing values because

they were not specified.

For point queries, kept the existing

mean, standard deviation, alpha, and

6 other seings because they were

not changed.

e.g. Change to 80% reads and 
20% writes…

B Select Databases
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Run Workload

C Results
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            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

B Select Databases

RocksDB Cassandra ScyllaDB Redis PrintDB

Run Workload

C Results

10:19 PM — RosDB, Cassandra, Redis RocksDB Cassandra Redis

0

20

40

60

80

100

th
ro

ug
hp

ut
 (K

op
s)

93.4

RosDB

1.96

Cassandra

19.38

Redis
0

100

200

300

400

500

av
g.

 la
te

nc
y 

(µ
s)

6.65

RosDB

495.17

Cassandra

44.44

Redis 10-3

10-2

10-1

100

101

up
da

te
 (m

s)

RosDB Cassandra Redis
min/max p50–p95 avg p99

10-4

10-2

100

102

po
in

t q
ue

ry
 (m

s)

RosDB Cassandra Redis
min/max p50–p95 avg p99

10-3

10-1

101

in
se

rt
 (m

s)
RosDB Cassandra Redis
min/max p50–p95 avg p99

Download RocksDB Download Cassandra Download Redis

04:55 PM — RosDB, Cassandra, Redis
3 of 3 completed

RocksDB Cassandra Redis

04:55 PM — RosDB
1 of 1 completed

RocksDB

01:59 PM — RosDB, Cassandra, Redis
3 of 3 completed

RocksDB Cassandra Redis

01:49 PM — RosDB
1 of 1 completed

RocksDB

            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.
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            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.



See TexBench in Action

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

KVBench I

db_bench 3

KVBench V

YCSB F

YCSB A

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Standard Benchmarks

1 Benmark Family

Choose a family…

2 Workload Specification

3 Scale

1

OR

Describe Workload

Example: Generate an insert-heavy workload 

with 1 KB key-value size and 100K operations, 

with 80% inserts and 20% reads using a zipfian 

distribution.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

LevelDB

Scylla

MongoDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Standard Benchmarks

1 Benmark Family

Choose a family…

2 Workload Specification

3 Scale

1

OR

Describe Workload

Generate an insert-heavy workload with 1KB 

key-value size and 100K operations, with 80% 

inserts and 20% reads using zipfian distribution.

Generate Specification

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

db_bench 3

Tectonic 3

Tectonic 6

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

A Edit Specification

Valid Hide JSON

Workload Structure Add Section

Editing Section 1 / Phase 1

Section 1 Add Phase

Click a phase to edit its configuration

Inserts settings Apply defaults

Advanced expression editors ▸

Point eries settings Apply defaults

Advanced expression editors ▸

Phase 1: inserts • point queries Phase 2: updates • point queries

Character Set i

alphanumeric

Skip Key Contains Che i

Enable across sections

Operations i

Inserts i Updates i Point eries i Range eries i Merges i Point Deletes i Range Deletes i Sorted

Empty Point Deletes i Empty Point eries i

Operation Character Set

Use workload default (alphanumeric)

Op Count i

80000

Op Count i

20000

Selection Distribution i

uniform

Selection Min i

0

Selection Max i

1

{

  "character_set": "alphanumeric",

  "sections": [

    {

      "groups": [

        {

          "enable_granular_stats": true,

          "inserts": {

            "op_count": 80000,

            "key": {

              "uniform": {

                "len": 20,

                "character_set": "alphanumeric"

              }

            },

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

            }

          },

          "point_queries": {

            "op_count": 20000,

            "selection": {

              "zipf": {

                "n": 1000000,

                "s": 1.5

              }

            }

          }

        },

        {

          "enable_granular_stats": true,

          "updates": {

            "op_count": 2000,

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

e.g. Change to 80% reads and 
20% writes…

Inserts specification.

Non-empty point queries specification.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

db_bench 3

Tectonic 3

Tectonic 6

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

A Edit Specification

Valid Hide JSON

Workload Structure Add Section

Editing Section 1 / Phase 1

Section 1 Add Phase

Click a phase to edit its configuration

Inserts settings Apply defaults

Advanced expression editors ▸

Point eries settings Apply defaults

Advanced expression editors ▸

Phase 1: inserts • point queries Phase 2: updates • point queries

Character Set i

alphanumeric

Skip Key Contains Che i

Enable across sections

Operations i

Inserts i Updates i Point eries i Range eries i Merges i Point Deletes i Range Deletes i Sorted

Empty Point Deletes i Empty Point eries i

Operation Character Set

Use workload default (alphanumeric)

Op Count i

80000

Op Count i

20000

Selection Distribution i

uniform

Selection Min i

0

Selection Max i

1

{

  "character_set": "alphanumeric",

  "sections": [

    {

      "groups": [

        {

          "enable_granular_stats": true,

          "inserts": {

            "op_count": 80000,

            "key": {

              "uniform": {

                "len": 20,

                "character_set": "alphanumeric"

              }

            },

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

            }

          },

          "point_queries": {

            "op_count": 20000,

            "selection": {

              "zipf": {

                "n": 1000000,

                "s": 1.5

              }

            }

          }

        },

        {

          "enable_granular_stats": true,

          "updates": {

            "op_count": 2000,

            "val": {

              "uniform": {

                "len": 1024,

                "character_set": "alphanumeric"

              }

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

e.g. Change to 80% reads and 
20% writes…

Inserts specification.

Non-empty point queries specification.

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

Scylla

MongoDB

RocksDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

Add another read-heavy group

with with 20% updates and 80%

point queries, where the total

number of operations in the

phase is 10K and point queries

follow a uniform distribution.

Updated the workload by adding

2K updates and changing 8K

point queries.

Assumptions:

For updates, using uniform selection

parameters min 0, max 1 because

they were not specified.

For point queries, using uniform

selection parameters min 0, max 1

keeping the existing values because

they were not specified.

For point queries, kept the existing

mean, standard deviation, alpha, and

6 other seings because they were

not changed.

e.g. Change to 80% reads and 
20% writes…

TexBench: A Unified Benchmarking Suite For
Shifting Workloads

Scylla

MongoDB

RocksDB

Welcome to TexBench, an LLM-powered benchmarking interface that allows users evaluate multiple key-

value stores in parallel against standard benchmarks such as, YCSB, KVBench, db_bench, and Tectonic, along

with dynamically shiing and user described custom workloads. To meet performance targets and

minimize latency, benchmarking several data stores against expected workloads is oen the only approach

for selecting the most suitable one.

Try it out

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

Add another read-heavy group

with with 20% updates and 80%

point queries, where the total

number of operations in the

phase is 10K and point queries

follow a uniform distribution.

Updated the workload by adding

2K updates and changing 8K

point queries.

Assumptions:

For updates, using uniform selection

parameters min 0, max 1 because

they were not specified.

For point queries, using uniform

selection parameters min 0, max 1

keeping the existing values because

they were not specified.

For point queries, kept the existing

mean, standard deviation, alpha, and

6 other seings because they were

not changed.

e.g. Change to 80% reads and 
20% writes…
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            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

B Select Databases

RocksDB Cassandra ScyllaDB Redis PrintDB

Run Workload

C Results

10:19 PM — RosDB, Cassandra, Redis RocksDB Cassandra Redis

0

20

40

60

80

100

th
ro

ug
hp

ut
 (K

op
s)

93.4

RosDB

1.96

Cassandra

19.38

Redis
0

100

200

300

400

500

av
g.

 la
te

nc
y 

(µ
s)

6.65

RosDB

495.17

Cassandra

44.44

Redis 10-3

10-2

10-1

100

101

up
da

te
 (m

s)

RosDB Cassandra Redis
min/max p50–p95 avg p99

10-4

10-2

100

102

po
in

t q
ue

ry
 (m

s)

RosDB Cassandra Redis
min/max p50–p95 avg p99

10-3

10-1

101

in
se

rt
 (m

s)
RosDB Cassandra Redis
min/max p50–p95 avg p99

Download RocksDB Download Cassandra Download Redis

04:55 PM — RosDB, Cassandra, Redis
3 of 3 completed

RocksDB Cassandra Redis

04:55 PM — RosDB
1 of 1 completed

RocksDB

01:59 PM — RosDB, Cassandra, Redis
3 of 3 completed

RocksDB Cassandra Redis

01:49 PM — RosDB
1 of 1 completed

RocksDB

            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.

B Select Databases

RocksDB Cassandra ScyllaDB Redis PrintDB

Run Workload

C Results
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            },

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          },

          "point_queries": {

            "op_count": 8000,

            "selection": {

              "uniform": {

                "min": 0,

                "max": 1

              }

            }

          }

        }

      ],

      "name": "Section 1",

      "enable_granular_stats": true

    }

  ]

}

Describe Ready

Generate an insert-heavy

workload with 1KB key-value

size and 100K operations, with

80% inserts and 20% reads using

zipfian distribution.

Generated the workload with

80K inserts and 20K point

queries.

Assumptions:

Using alphanumeric character set

For point queries, using zipf

selection parameters n 1000000, s 1.5

because they were not specified.
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